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Abstract

Therequirementsof real-timeapplicationsmeanthatthey oftenstandto bene�t from network serviceguarantees,

andin particulardelayguarantees.However, mostof the mechanismsthat provide delayguaranteesdo so by hard-

limiting theamountof traf�c theapplicationcangenerate,i.e.,to conformto atraf�c contract.Thiscanbeasigni�cant

constraintthat con�icts with the operationof many real-timeapplications.Our purposein this paperis to propose

and investigatesolutionsthat overcomethis limitation. Our four major goalsare (1) guaranteea delayboundto a

contractedamountof real-timetraf�c; (2) transmitwith the samedelayboundasmany excessreal-timepacketsas

possible;(3) enforcea given link sharingratio betweenexcessreal-timetraf�c andotherserviceclasses,e.g.,best-

effort; (4) preserve the orderingof real-timepackets,if required.Our approachis basedon a combinationof buffer

managementandschedulingmechanismsthatarecapableof guaranteeingdelayboundsto a pre-speci�edamountof

traf�c, while allowing applicationsto transmitexcesstraf�c. After de�ning thoseschemes,we evaluatetheir “cost”

by measuringtheprocessingoverheadinvolvedin anactualimplementation,andwe investigatetheir performanceby

meansof simulationsusingvideotraf�c traces.

I . INTRODUCTION

With theexpansionof theInternetcapacityandincreasein computerperformance,demandfor real-timemultimedia

applicationssuchasstreamingvideo,Internetgames,VoIP, etc.,hasbeenincreasingover thepastfew years.However,

despitethe ever increasingspeedof Internetbackbonelinks, accesslinks often remaincongestedand,therefore,in-

troducethroughputanddelaylimitations. Thoselimitationsareparticularlydetrimentalto real-timeapplicationsthat

haveamorelimited ability to adaptto �uctuationsin network conditionsthantraditionaldataapplications.As aresult,

real-timeapplicationshave beenbotha primecandidateanda strongmotivationfor introducingserviceguaranteesin

theInternet,or at leastonaccesslinks.

Serviceguaranteesaretraditionallyin theform of rateanddelayguarantees,with schedulingandbuffer management

thetwomainunderlyingmechanismsusedto enforcethoseguarantees.Suchguaranteescanbeprovidedthroughbuffer

managementalone,e.g.,usingamechanismdescribedin [1], only whenthelink speedsarehighenoughto ensurethat

delayguaranteesaremet even with a full buffer. However, on accesslinks that areour focus,both a schedulerand
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buffer managementneedto beconsidered.In sucha setting,theprovision of delayguaranteesis typically associated

with the explicit identi�cation of the applicationtraf�c to which thoseguaranteesapply, i.e., in the form of a traf�c

contract.In particular, existingmechanismsrequirethattheapplicationlimit its traf�c accordingto thetraf�c contract.

Traf�c contractsareoften in the form of token buckets,e.g.,[2], [3], that specifya �x ed transmissionratewhile

allowing for short term rate variationsthrougha “burst tolerance.” Conformanceis enforcedby either dropping,

reshaping,or markingasexcesstraf�c, packetsthatviolatethecontract.Contractviolationsoccurwhentheapplication

transmitsfasterthanits contractedratefor anextendedperiodof time,or generatesa burstof packetsthatexceedsthe

speci�edbursttolerance.

Avoiding contractviolationsis dif�cult if not impossiblefor many real-timeapplications,astheir traf�c is dif�cult

to predict.For example,videotraf�c canexhibit signi�cant andprolongedchangesin transmissionratesasa function

of scenecharacteristics.Similarly, voice traf�c betweentwo VoIP gatewaysvariesbasedon both the numberof si-

multaneousvoiceconnectionsin progress,andtherate�uctuationswithin eachconnection.Droppingnon-conformant

traf�c canresultin substantialquality degradation,andreshapingit to a conformingstreamusuallyintroducesaddi-

tional delaysthatarealsodetrimentalto quality. As a result,allowing non-conformantreal-timepacketsto enterthe

network by markingthemasexcesstraf�c is desirable.However, in orderfor suchanoptionto beuseful,it is impor-

tantto ensurethatexcessreal-timepacketsbetransferredacrossthenetwork within thedesireddelaybound.Without

sucha guarantee,excessreal-timepacketsarelikely to reachtheir destinationafter thedeadlineby which they were

expected.On theotherhand,providing sucha preferentialdelaytreatmentto excessreal-timepacketsshouldnot be

doneat theexpenseof otherserviceclasses,e.g.,besteffort traf�c.

Our aim is, therefore,to devisemechanismsthatachieve thefollowing goalsat thelowestpossiblecostin termsof

implementationcomplexity:

1) Ensurethatthedelayboundsguaranteedto conformant,real-timetraf�c aremet,

2) Transmitasmuchexcess,real-timetraf�c aspossibleandwithin therequesteddelaybound,

3) Enforcelink sharingbetweenexcess,real-timetraf�c andotherserviceclassesaccordingto givenproportions.

4) Support,asanoptionalfeature,theorderingof real-time(conformantandexcess)packets.

Therehave beena numberof previousworksthathave sharedsomeof theabove goals.TheABE proposal[4], [5],

[6] is oneof the morerelevant1, andwe brie�y review its main featuresandtheir differenceswith the above goals.

ABE allowsreal-timeapplicationsto receivepreferentialdelaytreatment,withoutbeingrequiredto conformto atraf�c

contract.Thisis achievedthroughaschedulingmechanismthattrades-off throughputfor lowerdelayandensuressome

generallink sharingproportionbetweendelaysensitiveandthroughputsensitivetraf�c. Thereare,however, signi�cant

differencesbetweenABE andthemechanismsdescribedin thispaper. First,we targetexplicit serviceguarantees,i.e.,

delaybound,andassumetheexistenceof traf�c contractsfor theconformantreal-timetraf�c. Second,we distinguish

betweenconformantandexcessreal-timetraf�c, andfocuson thebuffer managementmechanismrequiredto remove

expiredexcessreal-timepacketsfrom thebuffer. Third, wewantto explicitly controlthelevel of link sharingbetween

excessreal-timetraf�c andotherserviceclasses.
1TheBEDSproposal[7] is anotherwork thatsharedsomeof thesamegoals.
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We call the set of mechanismswe proposeActive Drop Queue(ADQ). ADQ achieves the above goalsthrough

a combinationof schedulingand buffer management.We denotethe real-timepackets that conform to the traf�c

contractas“conformant”traf�c, andthereal-timepacketsthatexceedthetraf�c contractas“excess”traf�c. A router

usingADQ guaranteestransmissionwithin the delayboundto both typesof real-timetraf�c, however it guarantees

losslessnessonly to the“conformant”traf�c. Thefateof excesspacketsdependsontheavailableresourcesattherouter

andlink, andon thevolumeof traf�c, includingbest-effort traf�c, with which theseresourceshave to beshared.We

assumethattheresponsibilityof markingreal-timepacketsthatdonotconformto thetraf�c contractasexcesspackets

lies with theusers,evenif additionalcontractveri�cation/enforcementis likely to beperformedby thenetwork. Note

thatevenwithout network veri�cation, thereis a strongincentive for usersnot to markexcesstraf�c asconformant.

As weshallsee,this is becausethiscouldresultin many if notmostconformantpacketsto fail their deadlines.

As mentionedearlier, ADQ combinesschedulingandbuffer managementto achieve its goals.Schedulingin ADQ

is responsiblefor guaranteeingthe delayboundof conformant,real-timetraf�c, andfor enforcingthe desiredlink-

sharingratio betweenexcess,real-timetraf�c andotherserviceclasses.We presenttwo versionsof ADQ thatinvolve

oneandtwo schedulers,respectively, andthat representa differenttrade-off betweencomplexity andef�ciency. The

�rst versionof ADQ involvestwo schedulers,SCED+[8] for guaranteeingdelay, andSCFQ[9] for enforcinglink-

sharing.Thesecondversionof ADQ reliesonly on thesimplerSCFQschedulerto enforcebothdelayguaranteesand

link-sharing.

Theroleof buffer managementin ADQ is primarily to ensurethatonly excesspacketsthathavenotyetmissedtheir

deadlinesaretransmittedwhenever transmissionopportunitiesarise. In otherwords,buffer managementis primarily

responsiblefor promptly removing “expired” packetsfrom the excessqueue.Expiredexcesspacketsunnecessarily

occupy storagespaceandwastetransmissionopportunitiesif transmitted,which canboth affect the throughputof

excesspackets. Themainchallengesfacedby thebuffer managementschemeareto remove expiredexcesspackets

with thesmallestpossibleoverhead,preferablyin O(1) time2, anddosowhile removing thesmallestpossiblenumber

of non-expiredexcesspackets.

Anothergoal of ADQ, besidestransmittingexcessreal-timetraf�c within their deadline,is to optionally packet

orderingbetweenexcessandconformantreal-timepackets. Preservingthe overall orderingof real-timepackets is

desirablewhenthey areall generatedby thesameapplication.For example,thiswouldbethecasewith avariablerate

video applicationthat may occasionallyexceedits contractedrate,andwould, therefore,have to sendsomepackets

markedasexcess.Conversely, preservingorderingbetweenconformantandexcesspacketsis unnecessarywhenthey

generatedby differentusers. Onesuchexamplewould be a VoIP gateway that hasa certainamountof contracted

bandwidthfor voice sessions,andthat insteadof blocking new sessionswhenthe bandwidthis fully used,let them

proceedalbeitasmarkedasexcess.Becausepacketsfrom (excess)sessionsareindependentof thoseof conformant

sessions,orderingis not required.

Therestof thepaperis organizedasfollows. We�rst review thegeneralstructureof theADQ algorithmin SectionII.

We thenpresentthetwo schedulingschemeswe investigatedandthetrade-off they representin SectionIII. Detailson

2Theimplicit timeunit is apacket transmissiontime.
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thebuffer managementschemeareprovidedin SectionIV. SectionV introducesour Linux kernelimplementationof

ADQ, which wasaimedat validatingits feasibility. SectionVI is devotedto the evaluationof the performanceand

complexity of thedifferentversionsof ADQ. Performanceis evaluatedby meansof NS-2simulationsusingrealtraf�c

trace�les. Complexity is assessedusingtheimplementationdescribedin SectionV, andbenchmarkingits overheadis

carriedoutusingMPEG4streamingvideos.SectionVII concludeswith abrief summary.

I I . ADQ OVERVIEW

TheADQ algorithm,shown in Fig. 1, combinesschedulingandbuffer management.ADQ relieson its scheduling

algorithmto enforcedelayguaranteesto theconformanttraf�c andlink-sharingbetweenexcesstraf�c andbest-effort

traf�c. Ensuringthat transmittedexcesspacketsmeettheir delayboundis primarily underthe responsibilityof the

buffer managementthatensuresthatexpiredexcesspacket arepromptly removedfrom theexcessqueue.Preserving

theorderingof real-time(conformantandexcess)packets,whenrequired,is supportedby relyingonboththescheduler

andbuffer management.
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Fig. 1. ADQ generalstructure

We considerthreetypesof traf�c: conformant,excessandbest-effort andfor eachADQ keepsa separate,logical,

FIFO queue.Upon arrivals, packetsare�ltered to correspondingqueues.A �x ed amountof buffer is dedicatedto

all real-timetraf�c. Part of this buffer is assignedto theconformantqueuefor which we cancomputetheamountof

buffer spaceneededto avoid packet losses.Theremainingreal-timebuffer spaceis thenallocatedto theexcessqueue.

Whentheexcessqueuecannotaccommodateanarriving packet,olderpacketsareremovedfrom theheadof theexcess

queue.Hence,excesspacketsareneverdroppedonarrival. However, they maylaterberemovedfrom thebuffer, either

to makeroomfor anewerarriving packet,or becausethey expireprior to beingtransmitted.Thebest-effort is assigned

a �x ed amountof buffer aswell, andits queueis structuredasa simpleFIFO queue.For simplicitly, we assumea

drop-tailqueue,i. e. , thearriving packetwill bedroppedwhenthequeueis full.

We assumethatbothconformantandexcesspacketsrequirethesameconstantdelaybound� , i. e., themaximum

time a real-timepacket is allowedto stayin thebuffer. In otherwords,whena real-timepacket k arrivesat time t, a

deadlinedk = t + � is assignedto thepacket. Packet k musteitherbetransmittedbeforedk or removedfrom buffer

afterit hasexpired.

Ideally, conformantpacketsshouldbetransmittedjust beforethey expire,sothatwe have asmany opportunitiesas
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possibleto transmitexcesspackets3. Our �rst schemeasdiscussedearlier, acombinationof SCED+andSCFQsimilar

to [11], satis�esthis requirement.In this scheme,theSCED+scheduleris capableof delayinguntil the lastmoment

thetransmissionof a conformantpacket, andtheremainingtransmissionopportunitiesareofferedto eitherexcessor

best-effort packets,basedon theSCFQschedulerthatcontrolsthelink-sharingpolicy.

A singleandsimplerscheduler, suchasSCFQ,often transmitsconformantpacketsearlier thannecessary, which

maydecreasethe transmissionopportunitiesavailableto excesspacketsbeforethey expire, thusreducingtheexcess

traf�c throughput.Nevertheless,we exploresucha scheme,becauseof its lower complexity, andevaluateits impact

on theexcesstraf�c throughput.We namedtheADQ versionthatrelieson thetwo-schedulerscheme,“JointQueue”,

andtheADQ versionbasedononly theSCFQscheduler, “ScfQueue”.

Becasuethevolumeof excesstraf�c is unknown, schedulingaloneis notsuf�cient to ensurethatexcesspacketsare

transmittedwithin thedesireddelaybound.Thekey issuein supportingexcessreal-timepacketsis to beableto identify

and remove expired excesspackets, insteadof wastingtransmissionopportunitieson them. ADQ relies on buffer

managmentto addressthis issueusingtwo mainprocedures:“synchronization”and“clean-up”. “Synchronization”is

a procedureperformedwhentransmittinga conformantpacket. It locatesandremovesexpiredexcesspacketsbased

on the arrival orderingbetweenconformantandexcesspackets,andby relying on the fact that all real-timepackets

have the samedelay bound. In most cases,“synchronization”aloneis suf�cient. However, “clean-up” is needed

occasionallywhen“synchronization”is notperformedfrequentlyenough.

Theexamplein Fig. 2 illustratesthetypical behavior of “JointQueue”.For simplicity, theexampleassumesthatall

packetsare1000bits, that thedelayboundfor real-timepacketsis 0:5 ms,andthat theoutputlink speedis 10 Mbps

sothat it takes0:1 msto transmiteachpacket. We alsoassumethat theexcesstraf�c andthebest-effort traf�c share

theresidualbandwidthequally.
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Fig. 2. ADQ example

I I I . SCHEDULING ALGORITHMS

In thissection,wediscussthetwo possiblechoicesof schedulingschemesfor ADQ.

3As wediscusslater, thisneedsto betemperedwhenorderingof conformantandexcesspacketsis required.
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A. JointQueue

In thisscheme,SCED+is usedto providedelayandlosslessperformanceto conformantpackets,andSCFQis used

to provide link-sharingbetweenexcessandbest-effort packets. By assigningtheproperservicecurves,SCED+can

scheduleconformantpacketsaslate aspossible,while still meetingtheir delayandlossrequirements.Assuminga

constantdelaybound� andatoken-bucket-modeledarrival curve f c, aservicecurveS asshown in Fig. 3 satis�esour

goal. We canthencomputethebuffer requirementof theconformantqueueto avoid packet lossby Eq.(1)[8] andthe

eligibility time of a conformantpacket ck arriving at time t by Eq. (2) [8], sothatck is transmittedbeforeits deadline

but aslateaspossible.

b

t
- b/R

arrival curve
f(t)=b+rt service curve

b+R(t -    )

b+r(t -    )

Fig. 3. Arrival curveandservicecurvewith maximumservicerateR.

cl imit = b+ r
�

� �
b
R

�
(1)

eligiblec
k = t + � �

b
R

(2)

Whentheschedulerselectsthenext packet for transmission,it considersthepacketc1 at theheadof theconformant

queue.If c1 is eligible, i.e., its eligibility time is smallerthanthecurrenttime, theschedulertransmitsc1 right after

�nishing its currenttransmission.

If the packet at the headof the conformantqueueis not eligible, the schedulerchoosesbetweenthe head-of-line

(HOL) excessor HOL best-effort packets,basedonwhichonehasthesmallervirtual time. Thevirtual timesof excess

andbest-effort packets,ve
k andvb

k respectively, arecomputedaccordingto SCFQbasedonpre-determinedparameters,

sothatthetwo queuessharetheresidualtransmissionopportunitiesata ratioof e r atio : b r atio , whenthescheduler

is not schedulingconformantpackets.

ve
k =

L e
k

e r atio
+ max

�
v(ae

k ); ve
j

�
: (3)

vb
k =

L b
k

b r atio
+ max

�
v(ab

k ); vb
k� 1

�
: (4)

In Eq. (3) and(4), v(ae
k ) andv(ab

k ) arethesystemvirtual timesuponarrival of excesspacketek andbest-effort packet

bk respectively. ve
j is thevirtual time of thelast transmittedexcesspacket beforeek . (notethatnot all excesspackets

that have beenenqueuedmay endup beingtransmitted).vb
k� 1 is the virtual time of the last transmittedbest-effort

packetbeforebk . L e
k andL b

k arethelengthsof packetek andbk respectively.

B. ScfQueue

It is possibleand simpler, implementation-wise,to useSCFQas the only schedulerto provide both delay and

losslessperformanceguaranteesto conformantpackets,aswell aslink-sharingbetweenexcessandbest-effort traf�c.
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However, SCFQwill oftentransmitconformantpacketsearlierthannecessary, andthismaynegatively affecttheexcess

throughput.

WhenusingSCFQ,we �rst computethe rater c to allocateto the conformantqueueso asto guaranteethe delay

boundof conformantpackets.Givenr c, we canthencomputetheamountof buffer, cl imit , neededby theconformant

queue.Finally, we computetheratesr e andr b allocatedto theexcessandbest-effort queues,respectively, to achieve

thedesiredlink-sharingratio. Virtual timesarethencomputedbasedon r c, re andr b, similarly asin Eq. (3) and(4).

TheSCFQschedulerschedulesall packetsin orderof their virtual times.

IV. BUFFER MANAGEMENT

The key issuein supportingexcessreal-timepackets is to be ableto identify andremove from the buffer excess

packets that have “expired”. A straightforward solution is to checkall enqueuedpackets after eachtransmission.

However, this hasa prohibitive O(n) time complexity, wheren is thenumberof packetsin theexcessqueue.In this

section,wedescribeabuffer managementscheme,whichcanremoveexpiredexcesspacketsin O(1) timecomplexity.

ADQ achievesthisby relyingon two procedures:“synchronization”and“clean-up”.

A. Synchronization

Synchronizationremovesexpiredexcesspacketsbasedon thefact thatwhena real-timepacket p expires,all real-

time packets arrived beforep have also expired, becausethey all have the samedelay bound. If we assumethat

conformantpacketsaretransmittedat or closeto their deadlines,thetransmissionof a conformantpacket ck canthen

be usedto “synchronize”the excessqueueby removing from the excessqueueall packets that arrived beforeck .

This is thebasicideabehindthe “synchronization”procedure.Theef�ciency of theproceduredependson bothour

ability to identify excesspacketsthatarrivedbeforea conformantpacket, andon thevalidity of our assumptionthat

a conformantpacket is transmittedat or slightly beforeits deadline. This latter aspectdependson both the traf�c

envelopeof theconformanttraf�c andtheschedulerused.Thesmoothertheconformanttraf�c, thelesslikely it is that

conformantpacketsaretransmittedmuchearlierbeforetheir deadlines.Similarly, a schedulersuchasSCED+that

delaysthetransmissionof conformantpacketsaslongaspossible,mayresultin betterresultsthanSCFQdoes.

Theability to associateaconformantpacketwith theexcesspacketsthatarrivedbeforeit canbeaccomplishedrela-

tively easilybecauseweonly needto associateit with thoseexcesspacketsthatarrivedbeforeit but afterthepreceding

conformantpacket. This effectively dividestheexcessqueueinto “segments”,synchronizedby conformantpackets.

Segmentsarede�ned by having eachexcesspacket containa pointer, syncIndex, pointing to the conformantpacket

synchronizingit, anda pointer, segIndex, pointingto the�rst excesspacket in thenext segment.Whentransmittinga

conformantpacket, we verify whethersynchronizationneedsto beperformed,by verifying theHOL excesspacket's

syncIndex. If it pointsto theconformantpacketbeingtransmitted,thenthesegIndex of thepacket locatesall theexcess

packetsthatneedto beremoved.SeeFig. 4 for anexampleof how thesegmentpointersarearranged,andFig. 5 for a

summaryof themajoroperationsinvolvedin asynchronizationprocedure.
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Although the numberof excesspacketsin the �rst segmentis not O(1) in general,the total buffer usedby these

packetsarecontinuousandlies betweentheheadof thequeueandtheaddressspeci�ed by thesegIndex of theHOL

excesspacket. Releasingsuchcontinuousbuffer requiresonly O(1) time,andsodoesthesynchrnizationprocedure.
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Fig. 4. syncIndex pointersandsegIndex pointers.

begin synchronization

Does syncidx equal to index of HOL

         conformant packet?

nextidx : = segIndex of the HOL excess packet

remove all excess packets before nextidx

end synchronization

N

Y

syncidx : = index of the conformant packet 

synchronizing the HOL excess packet




Fig. 5. Synchronization

B. Clean-up

Undernormalcircumstances,namelywhenthereis a regular streamof conformantpackets, the transmissionsof

conformantpacketswill triggerthesynchronizationprocedurefrequentlyenoughto removemostexpiredexcesspack-

etsin atimely manner. However, a largeburstof excesspacketsor a lackof conformantpacketsfor anextendedperiod

of time,canresultin thebuild-upof a longsegmentof excesspacketsthatcanremainin theexcessqueuelongafterit

hasexpired.Anotherprocedure,“clean-up,” is usedto handlesuchrarecases.

Clean-upis calledin eitherof thetwo situations.First,whenanincomingexcesspacket �nds theexcessqueuefull,

andsecond,whenthescheduler�nds theHOL excesspacket expired. In the�rst situation,thegoalof theclean-upis

to removeenoughexcesspacketsfrom (theheadof) theexcessqueueto makeroomfor theincomingpacket. Notethat

this mayinvolve theremoval of somenon-expiredexcesspackets.However, thereplacementof “older” packetswith

a “newer” oneshouldhelpreducethelikelihoodof a subsequentclean-uptriggeredby theschedulerupon�nding an

expiredHOL excesspacket. In this secondsituation,thegoal is to quickly �nd a non-expiredexcesspacket in order

to takeadvantageof theavailabletransmissionopportunity. Thiscanalwaysbeaccomplishedsimplyby removing the

�rst segmentin theexcessqueue,becauseall excesspacketsbeyond the �rst segmentarrivedafter thecurrentHOL

conformantpacket,which is notyetexpired.However, thiscancausetheunnecessaryremoval of non-expiredpackets

in the�rst segment.Thus,we introducetwo intermediatestepsbeforeresortingto removing the�rst segment.

A clean-upprocedureinvolvestwo typeof pointers:segIndex, asusedin synchronizations;andblkIndex, a pointer

presentin eachexcesspacket, andpointing to the �rst excesspacket in thenext “block”. A block consistsof oneor

morecontiguousexcesspackets,sothattheir total lengthis at leastequalto thelink MTU. Fig. 6 givesanexampleof
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anexcessqueuewith blockpointers.Weassumepackets1 to 4 areexpiredat thetimetheclean-upprocedureis called.

Notethatthe�rst block in Fig. 6 is not completebecausesomeof its packetshavealreadybeentransmitted.

excess 

queue 3006005008002001200500700

conformant

queue

scheduler

packets

packets

123456

9

7

8

10



blkIndex segIndex

packets numbered in order of their arrivals. packet size in bytes.  MTU size is 1500 bytes.

1st block2nd block3rd block

1st segment

Fig. 6. blkIndex pointersandsegIndex pointers.

� Whenclean-upis calledwhenthearriving excesspacket can't beaccommodated,it �rst removesthe�rst block

in theexcessqueue.Althoughblocksaredesignedto containmorethananMTU worth of bytes,removing the

�rst block may not be enoughbecausethe �rst block may not be complete. In that case,clean-upproceedsto

remove thefollowing block. This will guaranteeenoughspacefor any arriving packet sincethesecondblock is

alwayscomplete.In thiscase,clean-upis calledwhenenqueuingapacket,andthemajoroperationsinvolvedare

shown in Fig. 7. Comingbackto the exampleof Fig. 6, andassumingthat the new excesspacket sizeis 1200

begin enqueue_clean_up

psize : = size of the coming excess packet

if psize <= first block length + excess queue limit

             - current excess queue length

       nextidx := blkIndex of HOL excess packet

remove all excess packets before nextidx

end enqueue_clean_up

Y

N

     nextidx := blkIndex of HOL excess packet

remove all excess packets before nextnextidx

end enqueue_clean_up

nextnextidx := blkIndex of the

excess packet at nextidx

Fig. 7. Clean-upusedin enqueue.

bytes,removing packet 1 and2 in the�rst block is not enough.Packetsin the�rst two blocks,namely, packet 1

to 5, therefore,will beremoved.

� If clean-upis calledbecausetheHOL excesspacket is foundexpired, its goal is to quickly identify a new non-

expiredexcesspacket. Ideally, it shouldremove only theexpiredexcesspacketsandmake the �rst non-expired

excesspacket thenew HOL packet. This is packet5 in ourexample.However, searchinganorderedlist typically
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requiresO(log n) time. Thus,we tradeaccuracy for simplicity by removing moreexcesspacketsthannecessary.

We �rst attemptto remove the�rst block in theexcessqueue.If thenew HOL excesspacket is still expired,we

thenproceedto remove all thepacketsin thesecondblock. If this fails again, we thendefault to removing the

whole �rst segment,which guaranteesthat the new HOL packet is not expired. In this case,clean-upis called

whendequeuinga packet andthemajoroperationsinvoledareshown in Fig. 8. In theexampleof Fig. 6, we �rst

removepacket1 and2. Becausepacket3 is alsoexpired,weproceedto removepacket3 to 5 in thesecondblock.

Sincepacket 6 is not expired, the clean-upprocedurecompletesat that point. Packet 6 becomesthe new HOL

excesspacketandis transmitted.

begin dequeue_clean_up

       blkidx := blkIndex of HOL excess packet

                segidx := segIndex of HOL excess packet

if blkidx - index of HOL excess packet smaller than

          segidx - index of HOL excess packet

remove all excess packets before blkidx

N Y

remove all excess packets before segidx

end dequeue_clean_up is the new HOL excess 

     packet expired?

N

Yend dequeue_clean_up

       nextidx := blkIndex of HOL excess packet

remove all excess packets before nextidx

end dequeue_clean_up

if nextidx - index of HOL excess packet smaller than

          segidx - index of HOL excess packet

Y

N

remove all excess packets before segidx

end dequeue_clean_up

is the new HOL excess 

     packet expired?

remove all excess packets before segidx

N

end dequeue_clean_up Y

Fig. 8. Clean-upusedin dequeue.

Theclean-upprocedureremoveseitherthe �rst segmentor the �rst one(two) block(s)of packets. As thesynchro-

nizationprocedure,it only requiresO(1) time. Eachenqueueoperationinvolvesat mostoneclean-upprocedure;

and eachdequeueoperation(transmittinga packet) involves at most one synchronizationand one clean-upproce-

dure.Therefore,our buffer managementschemehasa worstcasetime complexity of O(1) perenqueueanddequeue

operation.
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C. Preservingtheorderingof real-timepackets

ADQ canalsobe con�gured to preserve packet orderingbetweenthe conformantandexcessqueueswhensuch

a featureis desirable. However, enablingthis featurecan impactsomewhat the excessthroughput,as the ordering

constraintwill occasionallyforcetheexcessqueueto “pass”onsometransmissionopportunities.

The synchronizationprocedureguaranteesthat if an excesspacket arrivesearlier thana conformantpacket, then

that excesspacket, if ever transmitted,will alsobe transmittedearlier. Preservingpacket ordering,therefore,only

requiresan additionalmechanismthat ensuresthat excesspacketsarenever transmittedbeforeconformantpackets

thatarrivedbeforethem.This is achievedthrougha minor modi�cation of thescheduler. Speci�cally, whenanHOL

excesspacket e1 is chosenfor transmission,we checkwhethertheHOL conformantpacket c1 arrivedearlierthane1.

If c1 did arriveearlier, wethentransmitc1 insteadof e1 to enforcetheordering.Theexcesspacket is typically deferred

by onetransmissionopportunity. Let usrevisit theexampleof Fig. 2, thebehavior of “JointQueue”is almostthesame

whetherorderingneedsto bepreservedor not, exceptthat the transmissionof packet e6 andc4 areswitched.When

the scheduler�nishes transmittingpacket b3 at time t = 0:9, it hasan opportunityto transmitpacket e6. However,

whenorderingis required,it is forcedto transmitpacket c4 beforepacket e6, sincec4 arrived earlier. Instead,e6 is

transmittedat time t = 1.

V. L INUX KERNEL IMPLEMENTATION OF ADQ

Both versionsof ADQ: JointQueueandScfQueue,have beenimplementedasLinux kernelqueueingmodulesthat

work with the iproute2[12] package.The two modulesusethe samebuffer managementschemeanddiffer only in

thechoiceof schedulingalgorithms.Themoduleshave beendevelopedundertheRedhat7:2 operatingsystemwith

kernelversion2:4:2, andareavailablefrom ADQ'shomepage[13] togetherwith relevantdocumentation.

enqueue

conformant

enqueue

excess

enqueue

best-effort

filter

Enqueue

conformant

queue

excess

queue

best-effort

queue

dequeue

conformant

dequeue

excess

dequeue

best-effort

Dequeue

Queuing Discipline

Fig. 9. Generalstructureof ADQ queuingdiscipline.

ADQ controlsthequeue(s)associatedwith theoutputNIC throughtheenqueueanddequeuefunctions.As shown

in Fig. 9, theenqueuefunctionof ADQ �rst �lters theincomingpacketbasedon theTOSvaluein theIP header. Then

thecorrespondinglower layerenqueuefunctionis calledto insertthepacket into thecorrespondingqueueandupdate

queuestructuresaccordingly. Theschedulingalgorithmsareimplementedin thedequeuefunctionof ADQ. Whenit is
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time to transmitapacket, thedequeuefunctionof ADQ �rst decideswhichpacket to transmitbasedon thescheduling

algorithmsimplemented.Theappropriatelower layerdequeuefunction is thencalledto remove theselectedpacket

andupdatequeuestructures.The major proceduresof the enqueueanddequeuefunctionsfor the conformantand

excessqueueshavebeenexplainedin theprevioussections.Thelower layerenqueueanddequeuefunctionsaretrivial

for the FIFO best-effort queue.We will only summerizethe major operationsinvolved in the enqueueanddequeue

functionof theconformantandtheexcessqueue.

A. Enqueue

� enqueueconformant

1) computedeadlineandeligibility timeof thearriving packet ck .

2) If thepreviousenqueuedreal-timepacket is anexcesspacket, i. e.,thereexistsa segmentof excesspackets

to besynchronizedby ck , weneedto associatethesyncIndex of thoseexcesspacketsto ck .

� enqueueexcess

1) computedeadlineof thepacket.

2) If there's not enoughspacein the queuefor ek , call enqueuecleanup to remove excesspacketsfrom the

headof theexcessqueue.

3) Starta new segmentif the lastenqueuedreal-timepacket is a conformantpacket or theexcessqueuewas

originally empty.

4) Startanew block if thecurrentlastblockexceedsMTU sizein length.

B. Dequeue

whenthe excessqueueis a possiblecontenterfor the next transmissionbut its HOL excesspacket is expired, the

high-level dequeuefunction of ADQ will call dequeuecleanup to identify a new non-expired HOL excesspacket

beforeit decidesonwhichpacket to transmitnext.

� dequeueconformantWe needto checkthesyncIndex of theHOL excesspacket. If it pointsto thecurrentHOL

conformantpacket chosenfor transmission,synchronizationwill beperformed.

� dequeueexcesshenmodulesarecon�guredto preserveordering,weneedto comparetheHOL excesspacketand

theHOL conformantpacket. If theHOL conformantpacket arrivedearlier, thenit will betransmittedinsteadof

theHOL excesspacket to enforceordering.

C. O(1) implemenationdetails

Wenow discusssomeof theimplementationdetailsusedin ensuringanO(1) implementationof thebuffer manage-

mentscheme.

� The datastructureswe usedfor the conformantandexcessqueuesarecyclic arrays. Thusremoving multiple

excesspacketsrequiresonly anupdateof thequeueheadpointerandreleaseof thecontinuousbuffer from the

originalheadpointerto thenew headpointer.
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� ThesegIndexandsyncIndexpointersneedtobestoredwith theexcesspackets.Althoughit ismorestraightforward

to storethemwith the conformantpackets,it is hardto updatethe pointersin O(1) time whenmultiple excess

packetsareremovedin oneenqueueor dequeueoperation.In addition,with all thepointersstoredwith theexcess

packets,theADQ algorithmdegradesto a normalSCFQor a combinedSCED+andSCFQschedulingschemeif

there'sa lackof excesspacketsfor anextendedtimeof period.

� In enqueueconformant, if thereareoneor moreexcesspacketssynchronizedby anarriving conformantpacket

ck , we needto associatethesyncIndex of thesepacketsto ck . To avoid updatingall of thesesyncIndex pointers

uponthe arrival of ck , we usean integer to storethe positionof ck , andhave theseexcesspacketspoint their

syncIndex to that integer upontheir arrivals. Thuswe only needto storein the integer the index of ck in the

conformantqueuewhenit arrives. Theseintegersarestoredin a simplearray. Similar techniquesareusedfor

segIndex andblkIndex aswell.

VI . PERFORMANCE AND COMPLEXITY

In this section,we �rst investigate the performanceof the two versionsof ADQ throughNS simulations. The

complexity of ADQ is thenevaluatedby benchmarkingtheactualimplementationsof JointQueueandScfQueue.We

alsocomparetheperformanceandcomplexity of ADQ to a simplepriority queueandto SCFQ,but without ADQ's

buffer management.

A. NS-2simulation

To investigatehow well ADQ performsagainstour initial designgoals,we evaluateits performanceagainst the

following two criteria:

1) Thethroughputof conformanttraf�c. Ideally, this shouldbeidenticalto theinput rateof theconformanttraf�c,

which shouldall be transmittedwithin their desireddelay bound. The purposeof this criterion is to check

whetherthepresenceof excesstraf�c affectstheconformanttraf�c.

2) The total effective throughputof real-timetraf�c. This consistsof all real-timepackets,both conformantand

excess,that weretransmittedprior to their deadlines.We comparethis valueto the ideal target consistingof

the sumof the conformanttraf�c input rate,andthe fraction of the residualbandwidthassignedto the excess

traf�c by thelink-sharingpolicy. In mostof our simulations,this fractionis setto 20%. Theclosertheeffective

throughputof real-timepacketscomesto the ideal throughput,themoreexcesspacketsaretransmittedwithin

the desireddelaybound. This alsoveri�es whetherlink-sharingis properlyenforcedbetweenthe excessand

best-effort traf�c (thebest-effort traf�c intensityis highenoughto occupy any unusedbandwidth).

Wecomparetheperformanceof ADQ with threeschemesthathavebeencommonlyconsideredfor supportingreal-

time traf�c. The�rst schemeis priority queue,with two separateFIFO queues,onefor real-timetraf�c andtheother

for best-effort traf�c. Thesecondandthird schemesrely onSCFQastheirscheduler, but differ in thenumberof queues

used.In thesecondscheme,all real-timetraf�c is assignedto thesamequeue,while in thethird scheme,conformant

andexcessreal-timetraf�c areassignedto differentqueues.In the secondscheme,the real-timequeueis allocated
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a ratethat will ensurethe desireddelayboundto the conformanttraf�c, while the restof bandwidthis allocatedto

thebest-effort queue.In thethird scheme,theremainingbandwidthis split betweentheexcessandbest-effort queue

accordingto thedesiredlink-sharingratio.

Thenetwork con�gurationusedin simulationsis shown in Fig. 10,wheren0 andn1 arethesourcesof real-timeand

best-effort traf�c, respectively. Thereal-timetraf�c is generatedfrom MPEG-4videotrace�les of themovie “Jurassic

ParkI”[14], while thebest-effort traf�c is generatedfrom TCPtraf�c trace�les. Thereal-timetraf�c andthebest-effort

traf�c eachhaveanaggregateinput rateof about10Mbps,andbotharedestinedto noden3. Giventhatthebandwidth

of thelink connectingnodesn2 andn3 is also10 Mbps,this ensuresthateachsourceis capableof saturatingthelink

if left uncontrolled.Noden2 is wherewe simulateJointQueue,andScfQueue,aswell astheotherschemesto which

they arecompared.Weconsidertwo scenariosthatcorrespondto differentcon�gurationfor thevideosources.

10Mbps


10Mbps


10Mbps


n0

n1
 n2


n3


...

video trace 1

video trace 2

video trace 13

best-effort traffic

video trace 14

Fig. 10. NSsimulationnetwork structure.

In scenario1, thetokenbucket usedto enforcethetraf�c contractof eachvideostreamhasa tokenbucket depthof

2 link MTU, i. e. 3000bytes,andits tokenrateis variedfrom 1 Mbpsto 5 Mbps.Non-conformantpacketsaremarked

asexcesspackets.Thedelayboundatnoden2 is setto 10ms. Giventhatconformantandexcesspacketsaregenerated

by thesamesource,JointQueueandScfQueuearecon�guredto preserve theorderingof real-timepackets.

In scenario2, we testthesensitivity of ADQ to differentpatternsof theconformanttraf�c. Videosourcesaresplit

into two groups. The �rst groupgeneratsonly conformanttraf�c througha token bucket con�gured to drop non-

conformantpackets. Two differenttokenbucket depthsof 2000bytesand6000byteswereusedtogetherwith token

ratesrangingfrom 1 Mbpsto 5 Mbpsto vary theintensityandburstinessof theconformanttraf�c. Thesecondgroup

of videosourcesandis not regulatedby tokenbuckets,sothatall its traf�c is markedasexcess.Becauseconformant

andexcesspacketsarenow generatedby differentsources,JointQueueandScfQueuearenot con�gured to preserve

theorderingof real-timepackets.

In scenario1, thesimulationsshowedthata priority queueschemeallows thereal-timetraf�c to reachaneffective

throughputof about9:74M bpsout of a total availablebandwidthof 10M bps. However, this wasachievedat thecost

of essentiallystarvingthe low-priority best-effort traf�c. This clearly indicatesthata priority-basedschemeis not a

suitablecandidate.As illustratedin Fig. 11,whenusingSCFQwith only two queues,thepresenceof excesspacketsin

thereal-timequeueresultsin signi�cant delayviolationsandpacket lossesfor theconformanttraf�c. This problemis

eliminatedwhenwe introducea third queueseparatingexcessandconformantpackets,sothatall conformantpackets

arenow transmittedwithin their delayboundwithout loss. However, the effective throughputof real-timetraf�c is



15

nearlythesameasthethroughputof conformanttraf�c. The20%of theremainingbandwidthallocatedto theexcess

traf�c is essentiallywastedin transmittingexpiredexcesspackets.This highlightstheneedfor buffer managementif

excesstraf�c is to beadequatelysupported.
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Fig. 11. SCFQin scenario1 with tokenbucket depthof 3000

bytes.
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Fig. 12. JointQueueandScfQueuein scenario1 with token

bucketdepthof 3000bytes.

Theeffectivenessof thebuffer managementusedin JointQueueandScfQueueis clearlyshown in Fig. 12. For both

versionsof ADQ, all conformantpacketsaretransmittedwithin their delayboundsandthe excesstraf�c is ableto

achieve a meaningfulthroughput.In thecaseof JointQueue,the total real-timethroughputis very closeto the ideal

throughput.However, whenScfQueueis used,theexcesstraf�c doesn't fully utilize the20%remainingbandwidthit

is entitledto. Thereductionin theexcesstraf�c throughputwasexpected,andis causedby theearlysynchronizations

thatSCFQintroduceswhencomparedto SCED+ .

In scenario2, JointQueueandScfQueuearetestedwith relatively smoothconformanttraf�c, shown in Fig. 13, as

well asmoreburstyconformanttraf�c, shown in Fig.14. Thesimulationresultsshow thatJointQueueperformsalmost

universallywell underdifferentintensitiesandburstiness;while theperformanceof ScfQueuedegradeswith a more

bursty andintenseconformanttraf�c. Suchperformancedegradationis again expected,andis dueto the increased

amountof prematurelyremovedexcesspacketscausedby earlysynchronizations.

B. Kernelimplementationexperiments

As shown by the simulationresults,ADQ, particularlyJointQueue,achievesour goalsof supportingexcessreal-

time traf�c. We investigatethe costincurredby providing suchimproved servicesthroughbenchmarkingthe Linux

kernel implementationsof JointQueueandScfQueue.The complexity of ADQ is measuredusingboth the number

of operationsandbuffer accessesneededper transmittedpacket, and the actualtime spentin the enqueueandde-

queueprocesses(not includingthepacket transmissiontime). We believe that the latter is important,becausenot all
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Fig. 13. JointQueueandScfQueuein scenario2 with tokenbucket

depthof 2000bytes.

1 1.5 2 2.5 3 3.5 4 4.5 5

x 10
6

0

1

2

3

4

5

6
x 10

6

Conformant traffic 
throughput by ScfQueue.
Real-time traffic effective 

throughput by ScfQueue

Conformant traffic input rate

Ideal real-time traffic throughput

Conformant traffic throughput

by JointQueue.

Real-time traffic effective 

throughput by JointQueue.

X:Average tokenrate marking the conformant traffic (bps).  Y: bps.

Fig. 14. JointQueueandScfQueuein scenario2 with token

bucketdepthof 6000bytes.

operationstake thesameamountof time, thustheactualpacket processingtime is oftena morerealisticmeasureof

complexity. Thecomplexity of JointQueueandScfQueueis comparedwith thatof the threeschemeswe mentioned

before:thepriority queueschemeandthetwo SCFQschemes.

Theexperimentsareperformedonalocal testbed,Fig. 15,consistingof 4 PCsand1 switch(theswitchis only used

to con�gure link bandwidth).TheADQ moduleandtheotherschemesareimplementedonthegatewaymachinewith a

PIII 1 GHzIntel CPU,256MB RAM andtwo Intel 10/100expressNICs. It usestheRedHat7:2 operatingsystemwith

the2:4:2 kernel.Thetwo sendermachinesgeneratereal-timeandbest-effort traf�c destinedto thereceiver throughthe

gatewaymachine.SenderA is aMPEG4IPstreamingvideoserver [15] thatgeneratesMPEG-4videotraf�c requested

by the MPEG4IPclient on the receiver machine. SenderB usesMGEN [16] to generateCBR UDP traf�c. The

experimentcon�gurationsarethesameasthoseof theNS simulationsof scenario1 but with a lower real-timetraf�c

volume.

10 Mbps

10 Mbps

10 Mbps

gateway receiver

sender A

sender B

real-time

MPEG - 4

100 Mbps




165.123.226.3

165.123.226.4

165.123.227.4switch

input NIC IP addr:

165.123.226.5

output NIC IP addr:

165.123.227.6best-effort


UDP CBR

Fig. 15. Experimenttestbedsetup.

As shown in Fig. 16 andFig. 17,bothversionsof ADQ requiremoreoperationsandbuffer accessesthanthethree

simplerschemeswe comparethemto. Whenthe intensityof conformanttraf�c increases,JointQueueandScfQueue
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show differenttrends.For JointQueue,thehigherintensityof conformanttraf�c, themoretimely removal of expired

excesspacketsby synchronization,andthusthefewer calls for clean-upprocedures.This resultsin fewer operations

andbuffer accesses,sinceclean-upsaremorecostlythansynchronizations.In contrast,for ScfQueue,althoughfewer

clean-upsareneeded,the decreasein excesstraf�c throughputdominates.The averagenumberof operationsand

buffer accessespertransmittedexcesspacket increasesbecausemoreexcesspacketsareenqueuedbut not transmitted.

Fig. 18andFig. 19show thatJointQueueandScfQueueagain requiremoreenqueueanddequeueprocesstime than

the otherschemesbecauseof the additionalcomplexity involved. More clean-upproceduresareusuallyneededin

both enqueueanddequeueprocesseswhenJointQueueis used.As the intensityof the conformanttraf�c increases,

the averagedequeueprocesstime of both schemesdecreasesbecauseof the greaternumberofsynchronizationsthat

minimizetheneedof additional,costlyclean-upoperations.Overall, we notethatalthoughADQ is expectedlymore

complex thanthethreesimplerschemeswe compareit to, thedeltain complexity remainsrelatively small, i.e., from

abouttwice thenumberof packet operationsto a 20% increasein thenumberof memoryaccesseswhencomparedto

thethree-queueversionof SCFQ,theonly otherpossiblecontender.
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VII . CONCLUSION

In this paper, we proposeda new scheme,ADQ, which combinesbuffer managementandschedulingmechanisms

to supportthe transmissionof bothconformantandexcessreal-timetraf�c, while ensuringa given link-sharingratio

betweenexcessreal-timetraf�c andbest-effort traf�c. Theschedulingalgorithmsenforcedelayguaranteesandlink-

sharing,while the buffer managementis responsiblefor removing expired excesspacketspromptly from the queue.

This ensuresthat no bandwidthis wastedon transmittingexpired packets. ADQ canbe con�gured to preserve the

orderingof real-timepacketswithoutsigni�cantly sacri�cing theoverall performance.

We have evaluatedthe performanceandcomplexity of the two ADQ schemes,by meansof simulationsandby

benchmarkingactualimplementations.The resultswerecomparedwith threesimplerschemes.In all casesADQ,

particularlyJointQueue,achievedour designgoals,while theotherschemeseitherwastedbandwidthby transmitting

expiredpacketsor penalizedthebest-effort traf�c excessively. We believe thatour implementationsdemonstratethe

feasibilityof more�e xible supportfor real-timetraf�c, whichcouldfacilitatethedeploymentof real-timeapplications.
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