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Abstract

Existing Quality of Service models,being well de ned in the data path, lack an uniform end-to-endcontrol path
mechanisntapableof guaranteeinghe requiredresourceso bandwidthintensve servicessuchasvideo streaming Current
resenation protocolsrepresenpartial solutionsto this problem,sincethey areableto provide scalableresourceresenation
insideroutingdomainsHowever, it is primarily betweendomainsthat scalabilitybecomes majorissue,sinceinter-domain
links experiencdarge volumesof resenation requestsAs a possiblesolution,we presentand evaluatethe Shaed-sgment
basedinter-domainContmol Aggregation Protocol (SICAP),which affordsthe bene ts of shared-sgmentaggrgation,while
avoiding its major dravback, namely its sensitvity to the intensity of requestd9]. We presentresultsof simulationsthat
comparethe performanceof SICAP againstthat of the Border Gatavay ReservationProtocol, (BGRP) which relies on
sink-treeaggreationto achieve scalability

I. INTRODUCTION

Quality of Service(QoS)is a eld thathasgivenriseto a wide rangeof works that investigatedatapath mechanisms.
This includesthe Integrated Service$7] and the DifferentiatedService$11] models.Neverthelessno QoS model can
be fully deployed without an adequatecontrol path mechanismgcapableof providing ef cient resourcemanagemento
the boomingand diversi ed Internetmultimedia-basedervices.Currently protocolssuchasthe Resouce Reservation
Protocol (RSVP [8] or the Yet anothErSenderSessiorinternetReservatiorprotocol (YESSIR)[6], scalewell whenused
to resene resourcesnside regions that sharethe samerouting policies, i.e., AutonomousSystemgAS's). However, it
is betweenAS's that scalability becomesa major issue,sinceinterdomainlinks arelikely to experiencehigh intensity
of resenation requestsOne might argue that theselinks canbe over-provisionedto eliminatethe needfor resenations.
Still, over-provisioningis not cost-efective for all providers,andfurthermore;it requiresAS boundaryrouters(BR's) to
be ableto copewith high volumesof requestswhich translatednto signi cant memoryand processingcosts.

Control stateaggreyation is anotheroption that can be usedto reducethe information kept in eachrouter along a
path: insteadof keepingstate per request,routerskeep only state per group of requestsj.e., per aggregate Hence,
the granularity chosento perform aggreationis a key factorin determiningthe statereductionthat can be achieved.
Aggregation could, for instance,be doneon the ow level, per sourceand destinationlP addressesBut, accordingto
Huston[3] therewere around1.09 billion addressesisible in the Internetrouting table in 2001, which translatesnto

possiblecombinationsof active IP addressesind, consequentlywith an aggreation schemethat may not scale.
Alternatively, aggreyationcould be basedon groupsof aggreyatedIP addresse§l4], i.e., networkpre xes, which could
reducestatealong a path, but possibly not substantially since such schemedependson how addressesre distributed
over route pre x es,and on how routesare aggrgjatedthrougheachAS. A far betteroptionis to aggrejateresenations
at the ASlevel, giventhat AS's are the basicbuilding block of currentinternetrouting infrastructure:beingthe current
Internetorganizedin AS's and consideringthat the information exchangedby the BGP protocol[15] provideswhat is
necessaryo obtainthe smallestpath accordingto providers' agreementsaggreyation on the AS level seemsthe most
appropriate From a scalability standpointsincethereare currently 13,000active AS's on the Internef1], this represents
a much smalleruniversethanthe billions of active IP addresses.

Our goalis two-fold. First, we aim to describethe designof SICAR, a protocolbasedon a shared-sgmentaggreyation
approachand second,to shov that SICAP achieves reasonablgerformanceamprovementswhen comparedio BGRP
Hence theremaindeiof thereportis structuredasfollows: sectionll presentselatedwork. Sectionlll givesanoperational
exampleof BGRR SectionlV presentghe SICAP protocolin detail, and sectionV givesa comparisonof SICAP and
BGRP performanceFinally, sectionVI presentonclusionsand future work.
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Il. RELATED WORK

Panet al.[5] presentan inter-domainsignalingprotocol,BGRR which meigesrequestghat have the samedestination
AS creatingaggreyatesin the form of sink-treesPan et al. shav that BGRP hasgood performancevhencomparedwith
RSVPwithout aggreyation,but they do not provide a comparisorof BGRP with otherpossibleinter-domainaggreation
mechanismspartially becauseno other proposalhad beenput forward at the time.

So a etal.[9] presenta comparisorof the shared-sgmentandthe sink-treeapproachBy meansof simulationsthey
comparealgorithmsthat illustrate the behaior of the two proposalsshaving that the shared-sgmentapproachhasa
highertotal statecostthan the sink-treeapproachbecauseof its sensitvity to the intensity of requestsHowever, they
alsoshav thatthe shared-sgmentapproactreduceghe numberof aggrejatescreatedwhencomparedwith the sink-tree
approach.

Our work builds on the former work by developinga protocol, SICAR, thatimplementsa numberof enhancement®
the basicshared-sgmentalgorithmsof [9] andthat eliminatesmostif not all of their previous dravbacks.In particular
becauseSICAP is ableto avoid the sensitvity of the shared-sgmentapproachto the intensity of requestsit bringsout
the full bene ts provided by that aggreyationapproach.

In the next section,we give an exampleof BGRR beforeproceedingwith a detaileddescriptionof SICAP

1. BGRP OPERATIONAL EXAMPLE

BGRP is an inter-domain control aggregation protocol that is sendefinitiated in the sensethat the rst BR on the
pathtriggersresenation requestsBGRP memgesrequestghat have the samedestinationAS, creatingaggreyatesshaped
assink-treespeingthe destinationAS's their roots. This allows BGRPto greatlyreducethe amountof staterequiredat
BR's along a path,when comparedwith a mechanisnthat doesnot perform aggreyation.

To establisha resenation, BGRP usesa two-phasemechanismin the rst phasethe pathis probedwith a PROBE
messagesentfrom the r st-aggregator, i.e., the rst egressrouter on the path, to the lastdeaygregator, i.e., the last
ingressrouter on the path. In the secondphase the last-deaggrgator usesthe information gatheredby the PROBE to
choosehe aggreyateinto whichit will memgetheresenation. It thensendsa GRAFT messag¢hatallocateshe necessary
resourceslongthe pathtraversedby the earlierPROBE messageUsing suchschemeavoids the consequencesf having
to dealwith asymmetrigpaths i.e., following a pathfrom AS B to AS A thatis differentfrom the pathfollowed when
going from AS A to AS B: probing the path prior to allocatingresourcesensureghat a resenation is establishedn
the reversepath earlier probedfrom senderto destinationAS.

The aggreyatescreatedby BGRP have soft-state i.e., their information is periodically refreshedby BR's through
the use of REFRESHmessagesBGRP also usesoptional TEAR messageshat routerscan sendto explicitly remove
resenations.

s
AFT(2)

Fig. 1. BGRPexample.

To illustrate hov BGRP works, we use the scenarioshavn in Fig.1, where representsa resenation request
originatedin AS 1 and destinedto an end-hostin AS 5. Whenrouter  receves , it sends , which
containsthe requestidentier  , the sourceidentier , theidenti er of destination the bandwidthrequirement

, Where representshe link betweenBR's and , andan emptyroute record. goesthrough

, , ,and ,eachof whichinsertsits identi er in the routerecord. stopsin caseof error, or when

it reacheghe last-deaggrgator . If it failsto reach , an ERROR messagés sentbackto by the routerwhere
the failure occurred.If it reaches |, this routerreplieswith , which containsthe sameinformationasthe
, alongwith a label that uniquelyidenti es the sink-treewhoserootis . will establish
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thereserationalong , , ,and .If arequest ,whichis originatedin AS 2 andalsodestinedo anend-host
in AS 5 arrivesat  , thenthis routersends , containingthe identi er and bandwidth . When
this messagarrivesat it replieswith , thatwill incrementin units the bandwidthallocatedto
thetree ,unti  .From to , triggersthe creationof a new branchof , allocatingfor it
units.

Let's now supposethat a request , originating againin AS 2, is destinedto AS 6. When reaches

, the last-deaggrgatoron the pathof |, this routertriggersthe creationof a new sink-tree, , thatextendsall the
wayto  andis independentf thetree even over their commonsegments.This simple exampleillustratesboth the
operationof BGRP and a speci c instancewhereit doesnot resultin the minimum possibleamountof state.In the
example,routers , , ,and have to keepstatefor treesA and B, even thoughboth treessharethat segment
of the path. The shared-sgmentapproachdevelopedin [9] and on which SICAP relies,is an attemptat further reducing
the amountof statein the presencef suchsharedpath segments.In the next section,we describethe designof SICAP
and how this protocolis ableto take advantageof sharedpath segmentsto reducethe numberof aggrejatescreated.

1V. SICAP DESIGN AND OPERATION

SICAR like BGRR is sendeiinitiated and usesa two-phasemechanismto establishresenations. The information
collectedduring the probing phaseis usedto decidehow to aggrejate,as explained next. The information collected
during the probing phaseis usedto decidehow to aggreate,as explainednext.

A. Deaggregator Choice Algorithm

SICAP usesan enhancedversion of the Weighted Deaggregation pointS (WDS)[10] algorithm to decide how to
aggrgjate.WDS assumeghat AS's with a large numberof downstreamneighborAS's are more suitableas aggreyate
end points, sincethoseAS's are morelikely to be resenation hot spots i.e., they might experiencehigherintensitiesof
requestsFor eachAS  of a path, WDS computesa weight  equalto the numberof downstreamneighborsof

1)

Therearetwo particularcasedor the algorithm.The rst occurswhentwo AS's yield the sameweight value.In this
casethe algorithmchooseghe AS nearesto the destination.The secondoccurswhenthe destinationAS is a leaf, i.e.,
it hasno downstreanmeighborsFor this case the algorithmassumeshat . The AS thatyields the largestweight
is selectedas an intermediatedeaggregation location (IDL).

Fig.2, whereeachnoderepresentan AS, exempli es how WDS works. Whenthe last-deaggrgatorat the destination
AS recevesrequest , it computesthe weight of eachAS on the path. As shovn in Fig.2(a), the AS yielding the
heaviestweightis D1, which becomeghe rst IDL. To increasehe probability thatrequest€omingfrom differentsource
AS's will useaggreatesalreadyestablishedthe procesdss repeatedecursvely betweeneachIDL andthe destination
AS. Fig.2(b) shavs the secondand nal iteration for the segmentbetweenD1 and the destination.Therefore,in the
given example,WDS triggersthe creationof threedifferentaggreyates:the rst extendsfrom the sourceAS to D1; the
secondextendsfrom D1 to D2; the third goesfrom D2 to the destinationAS.

Destination AS R1 Destination AS
)

W:QEZC)E W=6

v

v v v
Source AS Source AS IDL (D1) IDL (D2)

(a) First IDL (b) SecondIDL

Fig. 2. WDS example.

The informationusedto make decisionson whereto placelDLs is carriedthroughSICAP messagesyhich we present
next togetherwith several examplesof messagingequences.
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B. Messa@es

SICAP de nes ve messageaypes,which carry both basicand additionalinformation.all of which containa request
identi er, the requestdestination,the bandwidthrequired, the type of messageand a timestamp.Additionally, each
messagenight carry otherinformation, as describednext:
REQ. Thesemessagesre sentby rst-aggregatorsto probenetwork resourcesAlong the path,eachBR addsits
identi er to the REQ messageWhena REQ reaches destinationAS, it carriesthelist of BRs traversed the route
recod, and resourcesequired. The route record has a variable size, sinceit dependson the numberof routers
crossedAccordingto currentinternetstatistic§13], the currentaveragepathsizeis of ve AS's andthe maximum
is of eleven AS's. Therefore,in averagethe routerecordwill have a size of seven, anda maximumsize of twenty,
sincethe rst andlast AS only contribute with one BR each.
RESV. RESV messageare sentupstreanby the last-deaggrgatorof a path,asa reply to areceved REQ message
and to allocatethe requiredresources.The RESV containsthe information of the correspondingREQ, and an
aggreyatelabel that identi es the aggreyateinto which the resenation will be memged.
ERROR messagesare usedin caseof resenation failure. If a resenationis rejected,an error messagef sub-type
REJis sentupstreamto notify the rst-aggregatorof the rejection.If aresenationfails, not dueto resource®r link
failure, but becausehe correspondingaggregyatestatewas deleted,a genericERROR messages sentdownstream,
to notify the next routerin the paththat the resenation shouldbe retried.
TEAR. TEAR messagesare triggeredby the sourceof a resenationto deleteit alonga path. The TEAR travels
downstreamdeletingthe correspondingesenation at eachBR.
REFRESH. Thesemessagespdatethe informationregardingresenationsalonga path. They are sentperiodically
each seconddy ary rst-aggregator andtravel dowvnstreamuntil they reacha last-deaggrgator They carry the
sameinformationthat a RESV messageontains,and their purposeis to detectinconsistenciessuchas message
loss, nodefailures,or pathchangesBy default, s setto 30s, sincethis is the default value for the BGP timer
KeepAlive If arouterdoesnot receve a REFRESHmessagdor an aggregyate after 90s, the default value of the
BGP timer HoldTime, it will deletethe aggreyatestate.

These ve differenttypesof messageare usedin differentsituations,to which we provide examplesnext.

C. SICAPOpeimation

Fig. 3. SICAP example.

To illustrate how SICAP works, we usethe scenarioof Fig.3, whereellipsesrepresendifferentAS's, s the rst-
aggregator and is the last-deaggrgator on the path of resenation . The gure shaws two resenations: is a
resenation betweenan end-hostin AS 1 andan end-hostin AS 5, and is a resenation betweenan end-hostin AS
2 andan end-hostin AS 6. We considerthreescenariosthe rst dealswith the establishmenof resenations  and

, the seconddescribeghe deletionof resenation , andthe third illustratesa possibleexchangeof error messages
in the caseof a failure of resenation

1) End-to-EndReservatiorEstablishment:To establisha resenation, SICAP usesa pair of REQ/RESVmessages:
eachtime a resenation requestarrivesto a rst-aggregator, the SICAP protocol sendsa REQ to probethe path, until it
reaches last-deaggrgator REQ messagearesentdownstreamhop-by-hop Similarly to the BGRP case this represents
the rst phaseof the resenation establishmentwhich endswhena REQ messageitherreachesa last-deaggrgator, or
whenit reachesa point of failure. For the latter case,a REJ messagéas sentupstreamdirectly to the rst-aggregator:
sincethe resenation has not beenestablishedyet, intermediateroutersdo not needto be noti ed that the resenation
wasrejected.
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The receptionof a REQ messageby a last-deaggrgator triggers the secondphaseof a resenation establishment.
The last-deaggrgator startsby choosingas an IDL the AS of the path that holds the heaviest . It thenlooks for
an aggrejatethat endsin the currentAS, andthat either startsor crosseshe IDL AS. If suchan aggreyateexists, its
resourcesare updatedby a RESV messagesentby the last-aggrgator: at eachBR, the RESV triggersthe creationor
the updateof the aggreyate.Whenthe RESV arrives at the aggregate source,this router will calculateagainwhich is
the next intermediatedeaggrgationlocation,and the aggreyatethat providesaccesdo that AS.

S 5

1 3 4
REQ(L,[S]) REQ(L,[S,E1]) |REQ(L,[S,E1,E3])

R S El E3 E4 E5 D
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z T reongerese 27 [REAU REQW |
2 RESV(1 — | REJ(1) 4>
b [SELESEAD)
i /// »-REQ(1) REQ(1)
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TEARM)  |rear()

Deletion
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TEAR(1)
—
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Fig. 4. SICAP messaging.

Fig.4 shavs the messageexchangerequired to establish , for the scenarioillustrated in Fig.3. To start the

establishmenof sends to the end-hostin AS 5. containsthe resenation identi er and
its bandwidthrequirement, , Where representghe link betweenrouters and . travels through
., , ,and , which addtheir identi ers to the route record of the messageWhen receves , it

realizesthat the requestendsin AS 5 andtherefore,usesthe informationcollectedto choosethe aggragatethat  will
be memgedinto. Becausdhereis no adequateggrayate,  triggersthe creationof anew aggreyate, , andselects

asits startingpoint. To establish sends , requesting on eachlink of the reversepathprovided
by . When arrivesat  , the aggreatelabelis resetand is sentto the previous-hop,
looksfor anaggreatethatmightcarry  until . Not nding ary, triggersthe creationof anotheraggreyate,
, thatextendsall theway from  to , andupdateghe aggreyatelabelin to .If succeeds
in reaching , thenthe resenationis established.
Let us now considera request  originatingin AS 2 anddestinedto AS 6: when receves , it triggers
the creationof aggrggate to , andsends to establishthe resenation. When arrivesat

this routerrealizesthat  canbe memgedinto the existing aggregate , andthereforesimply updateshe resourceof

. However, because headstowardsAS 1 andnot AS 2, a new aggregjatebranch  is createdfrom to
This branchis directly memgedinto at , sothat is not an IDL whereindividual resenation statewould have
to be kept, but simply a meming point. This exampleshovs how the shared-sgmentaggreyation approachcan reduce
the numberof aggreyatescreatedthereforereducingstatealonga path:from AS 2, two resenations, and , which
have differentdestinationAS's, reusethe sameaggreateover the path sggmentthey share.

2) ReservatiorDeletion: The explicit deletionof a resenation, whetherit is individual or aggreyate,is carriedout by
a TEAR messageThe deletionof anindividual resenationis donefrom the rst-aggregatorto the last-deaggrgatoras
a consequencef an end-hostrequestandit represent&n updateof resourceso an establishediggreyate.However, the

deletionof an aggreate is only triggeredby its source whenits bandwidthis equalto zero, , i.e., whenthe
aggrejateis empty The TEAR messagés thensentdownstreamgitheruntil it reacheghe destinationof the aggreyate,
or until it reachesa BR where , which implies that resenations are being merged into the aggreggate , and
therefore the TEAR stops.

Todelete , sends , which carriesthe resenationidenti er andalso . Between and
eachrouter decreaseshe bandwidthof in units. When reaches , the aggraate eld is reset,
and is forwardedto the next-hop, . This routerknows that  is mappedto aggr@ate  andtherefore
updateshe aggreyatelabel of to . thendecreaseshe bandwidthof by units.

3) Reservatiorfailure: As showvn in Fig.4(b), a resenation failure canoccurin eitherany of the two phaseof the
establishmenof . We rst considerafailure duringthe probingphaseof , andassumehatwhen reaches

, this routerrealizesthat there are not enoughresourcego satisfy . Hence, is stoppedand is
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senttowards  to notify this routerof the failure, sothatit canreleasehe associatedesourcesBR's between and
do not have yet ary staterelatedwith  , sincethe failure occurredduring the probing phase.Suchis the caseof

, which simply passes to . We now considerthe caseof a failure during the allocationphaseof , and
assumehatwhen reaches , this routernoticesthatthereareinsufcient resource®n link .Asa
result, notonly sendsa messageowards |, but it alsoneedsto deletethe partially establishedesenation
towards . Thisis accomplishedy sendinga messagdowards

4) IDL StateManagement: In the shared-sgmentaggrejation approach,and as explainedin the previous section,
aggregjatesmight not extendall the way until the destinationof someof the individual resenationsthey carry. Instead,
they may end at an IDL AS. At IDL's, resenation requestshave to be switchedfrom an ending aggreyate at the
ingressrouter to a new aggreyate at the egressrouter Therefore,aggrejators at an IDL have to keeptrack of the
mappingbetweenindividual resenationsand aggrejates.One way to achieve this is to keepeachresenation identi er
andresourcest the aggreator However, this solutionincursa signi cant overheadn the amountof statethat mustbe
kept[9]. SICAP avoids this statepenalty by keepingtrack of the mappingbetweenaggreyatesand resenationsat the
level of destinationAS's, ratherthan explicitly mappingindividual resenationsto aggreates.In other words, SICAP
maintainsper aggreate a list of the destinationpre x es adwertisedby the AS's an aggreate provides accessto. As
an example of how such information can be usedto efciently manageresenations, we addressagainthe scenario
illustratedin Fig.3. During the establishmenbf , andwhen arrivesat  , this routerlooks for the most
speci ¢ adwertisedpre x that matches  destinationaddress.  theninsertsthe found pre x(es) in the
messageWhen this messagearrivesat , SICAP updatesthe list of destinationpre xesof , addingto that list
the pre x(es) containedin . When  getstorn down and arrivesat , this routersimply looks
up the mostspeci c pre x that matcheshe destinationaddressarried by , at the setof destinationpre xes
kept per aggregate,and nds out that containsthe most speci ¢ match. Therefore  resourcescan be updated
without mappingexplicitly to . Thestatecostof this solutiondependsmostly on the numberof pre xeseachAS
adwertises Broido et al.[1] presenimeasurementsf the Internetrouting table,wherefrom a possibleuniverseof 12,399
AS's, the majority of AS's advertiseda maximumof 99 pre x e<’, which is a reasonabl@umber whencomparedo the
much larger numberof individual reserationscrossingBR's.

D. Enhancements

This report dealswith SICAP in terms of its basic operationalbehaior, with the purposeof analyzingthe ability
of SICAP to establishand manageresenations,while achieving statescalability However, SICAP can be enhancedo
supportsomeparticularsituations,only addingsomeminor modi cations, which we explain in this section.

1) Dealing with Bi-directional Reservations:As mentionedbefore, the two-step resenation establishmenscheme
that SICAP and BGRP use avoids dealing with asymmetricpathswhen requestsare sentfrom senderto destination.
However, somelnternetservicessuchas \oice over IP, \oIP, might requireresenation updateson behalfof recevers,
i.e., a bi-directionalresenation behaior. Thoseupdateshave to travel on the reversepath of the resenation, but current
Internetrouting doesnot guaranteesymmetricpaths.We give an examplewherea sendeiinitiated VolP resenation
hasalreadybeenestablishedandis mappedo anaggregjate . If recever asksfor anupdateof , a messageuvill
have to be sentfrom receverto  senderThis might be a problem,sincethereis no guaranteavhatsoeer thatthe
requestsentby the recever will travel on the reversepathof . For sucha scenario SICAP usesa similar solutionto
the one provided by the useof the PHOPobjectin RSVP: SICAP keepsfor eachaggreateand per BR theidenti er of
the previousrouteron the aggreatepath.But, this is not sufcient to ensurethatrecever-basedequestsanbe correctly
redirectedwvhenthey reachthe startingpoint of anaggreyatewhichis nota rst-aggregator i.e., anaggreyatorat anIDL:
whenthe resenation requestarrives at the correspondingaggreyatesource,it hasto determinewhich is the appropriate
previous-hopon the resenation path, i.e., the adequatdntermediatedeaggrgator Thus, at the last-deaggrgator each
individual resenationis associateavith the identi ers of the intermediatedeaggrgatorscrossedn the resenation path.
In[10], we reachedhe conclusionthat WDS givesrise in averageto threelDL's. Consequentlyandif SICAP associates
eachresenation with the identi ers of the deaggrgatorscrossedin its path only at last-deaggrgators,it can support
bi-directionalresenationswhile avoiding possiblescalability issues.

INote that except for the deaggrgatorin the destinationAS, deaggrgatorsdo not needto keeptrack of individual requestssinceno reseration
or forwarding stateis maintainedat the deaggrgator

2Their measurementsf the Internetrouting table in December2001, shav that from a possibleuniverseof 12,399AS's, 40% announcednly
onepre x. Thesepre xes however, representednly 4.9% of 102,394pre xes. The dataalso sustainghat the numberof AS's ad\ertising over 100
pre xesis only 1%.
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2) Dealingwith IP AddressSpaceOverlapping: Both BGRPandSICAP aim atreducingthe statecostwhencompared
with a solutionthat doesnot perform aggreyation. Therefore,and as mentioned becauseve are comparingBGRP and
SICAP in termsof their regular operationmode, we concentrateon the statecost of SICAP and how it compareso
that of BGRPR But, anotherkey factorthat may affect the scalability of a control aggreyationsolutionis the frequeng
of updatesto an aggreate,i.e., the signalingload. In the regular operationmode, both BGRP and SICAP attain the
samesignalingload, which is not reducedwhencomparedo a solutionthat doesnot performaggreyation,becausehey
updateaggreyatesper individual resenation. A possibleway of reducingthe signalingload of an aggreationsolution
is to perform over-reservationi.e., provide an aggreyate with more bandwidththan the requiredat a certaininstant,
thusreducingthe frequeng of messagesxchangedandaccordingly the requiredprocessingn BR's, at the expenseof
allocatingresourcesn adwanceto aggreates Besideshe needfor resourcesn advance,an overresenation mechanism
alsorequiresa way to identify an alreadyestablishecndsufciently provisionedaggregjateasthe adequateneto merge
the resenation into: suchidenti cation is easily performedby SICAR sinceits regular operationmodealreadyrequires
the mappingof eachaggreyatewith a setof the destinationnetwork pre x esthe aggreyateprovides accessor. BGRP
also supportsthis enhancementiamedquiet grafting and brie y mentionedby Pan et al. [5], but further examinedfor
BGRP by Nikolouzouet al. [2], [4].

We are currently evaluating several over-resenation schemesot only to be usedwith SICAR but alsowith BGRP
However, andbecauseén the context of this reportwe areevaluatingthe basicoperationof theseprotocols,in this section
we simply addressa situationthat may give rise to inconsistencie the caseof overresenation,dueto the overlapping
of destinationIP pre xes, and how SICAP dealswith it. That situationis illustratedin Fig.5, where  and are
resenationrequestriginatedin AS1 but with IP destinationaddresse492.168.4.10and192.168.2.1respectiely. The
destinationAS for both theserequestds AS 6, which adwertisestwo pre x esfor two differentAS paths:192.168.0.0/16

for the AS path , and 192.168.2.0/24or the AS path . We
assumethat an aggre@yate  is alreadyin placefrom AS 1 to AS 6, andthat the pre x 192.168.0.0/16s mappedto

. In the regular SICAP operationmode,  would be mappedinto , and would originate the creationof a
new aggregyateon the AS path , whenthe respectre REQ messagesvould reachthe last-

deaggrgator However, with over-resenation and assumingthat  hassufcient resourcego automaticallyprovision

and at AS 1, the overlappingof the pre xesadwertisedby AS 6 would generatean error situation:in AS 1,
would be correctly memgedinto . However, becauseén AS 1 the pre x mappedto , 192.168.0.0/16s the most
speci ¢ matchto the destinationaddressof  , this resenation would also be memgedinto , whenin factit should
follow a differentpath.

"~ R1:192.168.4.10

R2:192.168.2.1

@)

Fig. 5. OverlappinglIP Pre x situation.

To avoid this situation,we follow the solution[4] usedin the context of BGRP quiet-graftingmechanismThatsolution
is to exclude possiblepre x esthat are containedin a most speci ¢ match, but that are not a matchto the requiredIP
destinationaddressin the given example,that would meanto exclude the subnet192.168.2.0/24rom 192.168.0.0/16,
thus avoiding the incorrectmappingof to the pre x 192.168.2.0/24n AS 1. The drawback of this solutionis the
needto searchfor more speci ¢ pre xesthat are not a matchto a certainIP addressgachtime a requestreachesa
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last-deaggrgator and the consequentomputationakost.

V. BGRP AND SICAP PERFORMANCE COMPARISON

Thereare several possiblemeasure®f ef ciency that canbe usedto evaluatethe ability of aninterdomainsignaling
protocolin reducingmemoryoccupang and processingcostat BR's. This costis relatedto the numberof aggrejates
that are maintainedandto how oftentheir stateandbandwidthneedsto be updatedwhich translatesnto the bandwidth
efciency and consequensignaling load of a solution. In this report, we assumethe contet of the regular mode of
operationfor both BGRP and SICAR wherethe bandwidthof an aggreyateis updatedper individual request,so that
both protocolsattainthe samesignalingload. Therefore the performanceparameteteft to focuson is state,sincethis
is the only ef ciency parametemwheretheseprotocolsmay differ.

To quantify state,we considerthat a resenation occupiesone unit of stateeachtime it crossesa BR interface:if
individual resenationsare mappedinto one aggreyate, the correspondingstateis units; when an aggreyatethat
contains resenationsis deaggrgated,the stateoccupiedis ; If anaggreateis in transitwhen crossingan AS,
it requiresfour units of state,two at the ingressandtwo at the egressBR.

To analyzestate,we run anexperiment rst introducedin [9], sowe canseeif andhow
SICAP s ableto reducestateby not keepinginformationaboutindividual resenationsat
IDL's. The experimentusesthe AS level topologywith 50 nodesillustratedin Fig.6, and
a distribution of requestswhere eachnode hasthe sameprobability of being a source,
and destinationsare placed accordingto a real distribution of addressedasedon AS
distancd12]. The arrival of requestss modeledas a Poissonprocesswith meaninter
arrival time of . In orderto exemplify three possiblecasesof requestsandto achiere
a consistentcomparisonof the performanceof the protocols,the duration of requests
was varied while keepingthe systemload constant.Three scenarioswere considered:
short-livedrequestswith an averagedurationof 20s;long-lived requestswith an average
durationof 120s;mixed trafc, from which we generatedhreepossiblesub-typesa mix
of 20% of short-lived and 80% of long-lived requestsa mix of 50%/50%and a third mix, 80% of short-lived requests
and 20% of long-lived requests.

The resultspresentedn Tah | comprisethe minimum, maximumand averagestatevalues,calculatedwithin a 95%
con denceintenal, for an intensity of 5,000requestsThey shav that SICAP consistentlyoutperformsBGRR which
con rms the former's ability to reducestateby lowering the numberof aggrejatescreated,since the stateassociated
with individual requestds the samefor both protocols. The columnscontainingthe stateratio and the state
difference , shav how the durationof requestsaffect both protocols.For example,the averagestate
ratio is approximately0.62for the differenttypesof requestslt shouldbe noticedhowever, that statevariesasa function
of the durationof individual requestsshort-lived requestsequire more averagestatethan any of the othertypes.This
phenomenoris merely a consequencef the increasedload” associatedvith shorterdurationrequestsi.e., in orderto
keepthe intensity of requestonstantwhile varying the duration,it is necessaryo generatemore short-lived requests
than either mixed or long-lived.

To seein detail how the intensity of requestsaffects state,the experimentwas repeatedor an intensity of 10,000
requestsand Tah | holds the results,which are again consistentlylower for SICAP than for BGRR The stateratio
is againrepresentatie of how statevariesandis usually higherthanthe ratio obtainedfor an intensity of 5,000
requestsas a consequencef having more requestsper unit of time, i.e., a broaderuniverse.The column presenting
the statedifference shaws betterthe statereductionachiezed by SICAP whencomparedwvith BGRR
andis higherfor the intensity of 10,000requestghan for the intensity of 5,000. This statereductiondoesnot increase
proportionallyto the intensity of requestssinceit is only relatedwith the numberof aggreyatescreatedwhile the state
dueto individual requestds the samefor both protocols,SICAP reduceghe numberof aggrejatescreated.

To presenta global perspectie of how stateis affected when the intensity of requestsvaries, the experimentwas
repeatedor differentintensitiesand Fig. 7 shaws the results.Eachbar representshe averagestatevalue that a protocol
requiresfor a particulartype of requestsandfor a particularintensity Note that the differenceof statebetweenBGRP
and SICAP doesnot grow proportionallyto the intensity of requestshecausehat differenceis only dueto the number
of aggreyatescreated.However, the differenceremainssigni cant in termsof scalability since statedue to individual
resenationsis only kept at the end-pointsof a path, but statedueto aggrayatesis keptin eachBR crossed.

Fig. 6. Internet-lile topology

VI. SUMMARY AND CONCLUSIONS

In this report, we rst describedthe designand operationof an interdomain aggregation control protocol, SICAPR,
which performsshared-sgmentaggreationof resenation requestsWe then comparedhe performanceof SICAP with
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TABLE | TABLE I
AVERAGE STATE, INTENSITY OF 5000 REQUESTS AVERAGE STATE, INTENSITY OF 10000 REQUESTS
2500
Avg State
BGRP, 20s

BGRP, 50% 20s, 50% 120s—1
2000~ BGRP, 20% 20s, 80% 12(wmmm— L
BGRP, 20% 120s, 80% 20s—1
BGRP, 120s—1 -
SICAP, 20sC—1

o 1500 SICAP, 50% 20s, 50% 1205 ..
2 SICAP, 20% 20s, 80% 1205——] ’
5 SICAP, 20% 120s, 80% 205——
o SICAP, 120
©
& 1000}

500

0 - 11}

100 1000 5000 10000 50000
Requests per second

Fig. 7. Statevariation

thatof BGRPin termsof their ability to reducethe amountof statethatneedso be maintainedalonga path,andshoved
that eventhoughboth protocolsachieve good performanceSICAP hasconsistentlylower staterequirementshanBGRP
This is of importancenot so much to offer a better performingalternatve to BGRR but to quantify the performance
improvementsthat might still be available.

Becauseneither of the baseversionof SICAP or BGRP addresseshe issueof reducingthe signalingload when
comparedo a mechanisnthat doesnot performaggreyation, this is an areawhereboth protocolsarein needof further
improvementsAs a possiblesolution,we are currentlystudyingseveral over-resenationmechanismén both the context
of SICAPandBGRR with the purposeof evaluatingtheir performancen termsof signalingloadreduction,andbandwidth

efciency.
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